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1. INTRODUCTION

As improvement of implementation technology continues, the design of mul-
timedia embedded systems becomes more challenging due to increasing sys-
tem complexity, as well as relentless time-to-market pressure. Conventional
practice in designing multimedia embedded systems consists of performing al-
gorithm design, hardware design, and software integration sequentially. Past
design experiences and some performance profiling techniques are resorted to
so as to determine the hardware architecture. After a hardware prototype is
made, software codes are downloaded into the programmable processors and
verified. Since the expected growth rate of design productivity in this conven-
tional way is far below that of system complexity, hardware-software (HW-SW)
codesign has been developed as a new design methodology in the past ten years.

As a systematic system-level design methodology, HW-SW codesign no longer
serializes hardware and software design. Rather, software design and system
verification are performed on a virtual prototyping environment before a hard-
ware prototype is made. To reduce the design cost and time, extensive work
has been performed to make a fast and accurate virtual prototyping environ-
ment. There are several HW-SW codesign tools that consider HW-SW cosimula-
tion/coverification for virtual prototyping. In particular, TLM (transaction-level
model)-based cosimulation tools have been successfully used to increase design
productivity. An example is Verkest et al. [1996].

Besides HW-SW cosimulation, HW-SW codesign methodology targets addi-
tional design problems. To determine an optimal hardware architecture, we ex-
plore a wide range of feasible alternatives and evaluate each by estimating its
expected performance after considering all subsequent design decisions, such
as hardware/software partitioning and software implementation. A systematic
design-space exploration needs separate specifications of function and archi-
tecture, as proposed in Keutzer et al. [2000]. An explicit mapping step maps
parts of the functional specification to architectural building blocks. After an
optimal architecture is found and the mapping decided, a more accurate perfor-
mance verification is needed before the final hardware implementation. Thus,
HW-SW codesign includes various design problems, including system specifica-
tion, design-space exploration, performance estimation, HW-SW coverification,
and system synthesis. A codesign environment is a software tool that facili-
tates solving these design problems. But there are few tools, if any, available
for problems other than HW-SW cosimulation. In current practice of codesign
methodology, design-space exploration is usually performed manually.

In this article, we introduce a full-fledged codesign environment called
PeaCE. It is the first codesign environment, to the best of our knowledge, that
provides seamless codesign flow from functional simulation to system synthe-
sis, mainly aimed at multimedia applications with real-time constraints. Next
presented are the key features of the proposed methodology.

(1) Model-driven specification of system behavior. We specify the system behav-
ior with a heterogeneous composition of three models of computation and
utilize the features of the formal models maximally during the whole design
process. We employ an extended SDF model (called SPDF) for computation
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tasks, an extended FSM model (called fFSM ) for control tasks, and a task
model to describe the task interactions.

(2) Two-step design-space exploration. In PeaCE, communication architecture,
including the memory system, is explored after processing component se-
lection and making HW-SW partitioning decisions Global feedback forms
an iterative design-space exploration loop.

(3) Fast HW-SW cosimulation based on a virtual synchronization technique in
both TLM and RTL levels. Since our virtual synchronization technique does
not synchronize component simulators during cosimulation, it enables fast
yet accurate cosimulation without a synchronization bottleneck.

(4) Automatic code generation for software and hardware implementations from
a system specification to make it correct by construction. Our SPDF and
fFSM models are formal models that have a well-defined execution seman-
tic that is preserved in the automatically generated code, including the
hardware-software interface.

(5) Reconfigurable framework to which a third-party design tool can be easily
integrated. For this purpose, the design steps are decoupled using file in-
terface. For example, a new HW-SW partitioning algorithm can be easily
plugged into the environment, and the seamless CVE from Mentor Graphics
is integrated for HW-SW coverification.

(6) Open-source research platform to promote collaboration of system-level de-
sign research.

We overview related work in the next section and introduce the proposed
codesign flow in Section 3. Three key aspects of the codesign methodology in
PeaCE will be discussed in Sections 4, 5, and 6, respectively: system specifi-
cation, design-space exploration, and HW-SW cosimulation. Section 7 shows
some experimental results with industry-strength examples and Section 8
concludes.

2. RELATED WORK

A taxonomy for ESL tools and methodologies has recently been proposed
[Densmore et al. 2006]. The auhors surveyed more than 90 different academic
and industrial ESL offerings and placed them into a design framework that
consists of three main elements: functionality, platform (i.e., architecture), and
mapping. While most of these works focus on a single element of the frame-
work, our interest lies in approaches that cover all three in a single design
flow.

In an electronic-system-level (ESL) design methodology, the process is viewed
as the design moves from higher abstraction levels to implementation. There-
fore, the design flow depends on the initial system specification method. Early
codesign research mainly used language-based approaches where the sys-
tem behavior is specified in a programming or hardware description language
(HDL). For example, an extension of the C language, Cx, is used in Ernst et al.
[1993] and an HDL, hardware-C, is used in Gupta and De Micheli [1993]. Since
the initial specification is usually written in C for functional simulation, the
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main focus of language-based approaches is typically to find the time-critical
portions to be implemented in the hardware to meet the real-time constraints
while minimizing cost. Such language-based approaches are appropriate only
for a simple architecture platform with a single processor core.

In a model-based approach the system behavior is described in a platform-
independent model (PIM). Based on the hardware platform specification, the
PIM is mapped to the target architecture, and software or hardware is auto-
matically generated for each processing component from the partitioned model.
Among early codesign work, a dataflow model is used in the RASSP project
[Saultz 1997], targeting signal processing applications, and an FSM model is
used in POLIS [Barlarin et al. 1997a] and Statemate [Harel et al. 1994] for con-
trol applications. Since these formal models have limited expression capability,
the domain of application is limited accordingly.

Observing that embedded software design is a part of embedded system de-
sign, a host of researchers use models that were originally proposed for software
design. UML is a commonly used model for object-oriented embedded software
design, and a UML-based approach has recently been introduced [Bichler et al.
2002]. Since UML does not express concurrency or timing, however, fully au-
tomated design flow has not yet been proposed, to the best of our knowledge.
Process network models, such as CSP (communicating sequential processes)
[Hoare 1978] and Kahn [Kahn 1974], have been used to model concurrent
software processes, and the latter process network was taken as the system
specification model in Brunel et al. [2000] and Stefanov et al. [2004]. System-
level specification languages such as SystemC [Grotker et al. 2002] and SpecC
[Gajski et al. 1997] also employ the notion of concurrent process communica-
tion through channels. While these process network models are good for ex-
pressing the concurrency of the system, it is not easy to analyze their time
and resource constraints, so that the design-space exploration should be done
manually.

Simulink (from Mathworks) is widely used for functional simulation of em-
bedded systems. Since the Simulink model is basically a digitized model sam-
pled from continuous signals, care should be taken when a multirate system
is understood [Tripakis et al. 2005]. Recently, the Simulink model has been
adopted for the initial specification of system-level design, or embedded soft-
ware design in commercial tools [dSPACE 2004]; [Real-Time Workshop 2007].
But design-space exploration is not yet automated.

Another approach (which our proposed technique adopts) is to use a het-
erogeneous mixture of models for system specification. The Ptolemy project is
a pioneering work where different models of computation interact with each
other in hierarchical fashion [Buck et al. 1994]. Metropolis uses the concept of
a metamodel that represents a set of concurrent objects, also called actors or
processes, communicating with one another [Balarin et al. 2003]. By specifying
the specific execution semantics and communication protocol, the metamodel
can be refined into a specific model of computation that is the most suitable for
a given application domain.

PeaCE is unique in its modeling method, although it is based on the
Ptolemy project, as the acronym indicates: Ptolemy extension as a Codesign
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Fig. 1. HW-SW codesign flow in PeaCE, a seamless codesign environment.

Environment. Unlike Ptolemy, PeaCE uses only two formal models, namely,
SDF and FSM, for intratask specification, since with precise semantics, they
support automatic code synthesis and formal analysis tools in addition to sim-
ulation. Since our proposed extension of the SDF model, called SPDF, supports
dynamic constructs, there is no restriction in expressiveness. On the top level,
PeaCE uses a kind of process network model to specify interaction between
tasks. With its heterogeneous combination of three models, the application
domain of PeaCE can be a superset of application domains of these models.
Nonetheless, we focus on multimedia applications in this article, since the cur-
rent implementation is more concerned with computation-intensive signal pro-
cessing tasks than control-intensive tasks.

3. PROPOSED CODESIGN FLOW

Figure 1 shows the HW-SW codesign flow. The dark rectangular boxes describe
design steps and white indicate their input and output information. The num-
bering represents the sequence of design steps, given as follows.

Step 1: We generate a C code from the specification and compile and
run it in the host machine for functional simulation. Unlike well-known
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block-diagram-based simulation tools such as Simulink [2005] and Ptolemy
[Buck et al. 1994], PeaCE is not a simulation engine, but a code generation
tool even for functional simulation. It makes simulation fast and debugging
easy [Kwon et al. 2004].

Step 2: We specify the architectures separately from the behavior specifications.
We may select a predefined platform or create a new one. To create a new
platform, we list all processing elements, processor cores, and hardware IPs
that are available in the design library.

Step 3: We estimate the software performance of each function block on each
candidate processor core if it is not available in the design library. In this
step, we use an ISS (instruction-set simulator) for each processor core. The
user may skip this step if all performance estimates of function blocks are
already recorded in the library.

Step 4: This step is to translate user-given information of the user interface into
three sets of text files which describe the graph topology, block-performance
information, and the performance constraints of tasks. Such translation mod-
ularizes PeaCE so that subsequent design steps do not depend on the PeaCE
user interface. A third-party tool can be used in PeaCE seamlessly through
these interface files.

Step 5: We simultaneously perform HW-SW partitioning and component selec-
tion in this step. Since the communication architecture is not determined yet,
the communication overhead is assumed proportional to the product of data
size and a user-specified parameter for unit communication overhead. The
output is written in a text file which describes the mapping and scheduling
of function blocks onto each processing element.

Step 6: After component selection and partitioning strategizing, PeaCE gen-
erates the partitioned code for each processing element and cosimulates
the system to obtain memory traces from the processing elements. PeaCE
provides a cosimulation tool based on a virtual synchronization technique
which is fast and time accurate. Using the memory traces and schedule
information, we explore the design space of the communication architec-
ture and memory configuration. While only bus architectures are explored
as of now, we will explore other communication architectures, including
NoC (network-on-chip). The final bus architecture is recorded in a text file,
archi.xml.

Step 7: We generate the code for each processing element from the initial spec-
ification where the code of each function block is assumed to be given. De-
pending on the partitioning decision, we need to generate the interface code
between processing elements. The interface codes for the simulator and pro-
totyping board are different, especially for the software side. And we may
need to generate more code for the simulation tool that needs the top model
of simulation. After the communication architecture is determined, we want
to verify the final architecture before synthesis. This step performs time-
accurate HW-SW cosimulation for coverification. We may use Seamless CVE
in this step, or our cosimulation tool in step 6 using accurate modeling of the
bus architecture and OS. If the performance constraints are not satisfied, we
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Fig. 2. Multimode Multitasking Multimedia Terminal (MMMT) example.

go back to step 5 using updated communication overhead parameters. Thus,
there is a global feedback loop between steps 5 and 7.

Step 8: This step is to generate codes for the processing elements in a prototyp-
ing board. For the processor core we generate a C code, and a VHDL code for
FPGA hardware implementation. In steps 6 through 8, we need to generate
codes according to the partitioning decision made in step 5. This means that
we need to generate interface codes between processing elements and the
wrapper code for the simulation tool (steps 6 and 7) or for the prototyping
board (step 8).

4. SYSTEM BEHAVIOR SPECIFICATION

The HW-SW codesign process starts with system specification. While a
sequential C code description is probably the most preferable for functional
simulation in current design practice, it is not adequate for the initial system
specification in HW-SW codesign, since it is biased towards sequential SW im-
plementation in a processor. Since a system is implemented as a collection
of concurrent components such as programmable processors, ASICs, and dis-
crete hardware component, models of computation that express concurrency
naturally are preferable for initial specification [Edwards et al. 1997].

As a test vehicle for system-level specification, a multimode multimedia ter-
minal (MMMT) system is shown in Figure 2. An embedded system is called
multimode when it supports multiple applications by dynamically reconfigur-
ing the system functionality.
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At the top level, three hierarchical nodes are defined to specify each mode
of operation: a videophone, a VOD (divx) player, and an MP3 player. Three
other tasks are also specified at the top level for the user interface, connection
handling, and task execution control. Moreover, each mode of operation consists
of multiple tasks, as shown in the figure. The example MMMT system involves
H.263 encoder/decoder, G.723 encoder/decoder, and MP3 decoder algorithms as
computation-intensive DSP tasks.

An example operation scenario is as follows: (1) A user determines the mode
of operation with arguments, for instance, the videophone mode with a host ad-
dress name. The user interface task reads and delivers this information to both
the control task and connection handling task; (2) the control task now activates
the mode by activating all tasks that compose the selected mode after deactivat-
ing the previous mode; (3) the connection handling task takes care of network
management such as connection establishment and message exchange; (4) the
control task listens to the status signal from the current mode of operation
and stops all component tasks when a termination or exception signal is re-
ceived. We distinguish the data, control, and parameter flows between tasks in
Figure 2, while only data flow arcs are visible in the real implementation.

Behavioral-level specification of such an MMMT system is very challenging,
with the following requirements:

(1) Tasks of the MMMT system have diverse execution semantics: data-driven,
event-driven, and time-driven. The connection handling task is awoken in
event-driven fashion, while decoder tasks are usually time driven for a
constant rate of output production. Some tasks are data driven, triggered
by the arrival of an input data stream from the predecessor task.

(2) There are various kinds of interaction between tasks with different syn-
chronization requirements. Scheduling control information from the control
task to a mode is asynchronous, while data flow between tasks should be de-
livered in a synchronous fashion. Parameter delivery is also asynchronous.

(3) A single task may need to be partitioned into multiple processing compo-
nents to meet the timing constraint. For example, the motion estimation
block of the H.263 encoder task may be mapped to a hardware block. There-
fore, functional decomposition of the inside of a task is desirable for design-
space exploration.

To satisfy these requirements, we propose a system-level specification for
the MMMT system using a composition of three models of computation. PeaCE
uses a dataflow model and an FSM model to specify the internal behavior of
a signal processing task and control task, respectively. At the top level, we de-
vised a novel task-level specification model. This task model allows the user to
represent diverse task execution semantics and communication protocols be-
tween tasks. We observe that the data size and data rate of an input port may be
unknown before task execution. As such, a dynamic rate of input consumption
should be supported in the task model.

There are several benefits to using formal models for specification, as ob-
served by many researchers [Edwards et al. 1997]: (1) Static analysis of the
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specification allows one to verify the correctness of the functional specifica-
tion; (2) the specification model can be refined to an implementation to ease
the system validation by the principle of “correct-by-construction”; (3) a formal
specification model is not biased towards any specific implementation method,
so allows one to explore the wider design space; and (4) it represents the system
behavior unambiguously so that collaboration and design maintenance can be
accomplished easily.

Nonetheless, using formal models of computation has not gained wide ac-
ceptance, mainly because of their limited expression power and inefficient syn-
thesis results. We overcome the problems of limited expression capabilities and
inefficiency by extending the existent dataflow and FSM models.

4.1 Extended Dataflow Model for DSP Task Specification

In a hierarchical dataflow program graph, a node or block represents a function
that transforms input data streams into output streams. An arc represents a
channel that carries streams of data samples from the source node to the des-
tination node. The number of samples produced (or consumed) per node firing
is called the output (or input) sample rate of the node. In the case where the
number of samples consumed or produced on each arc is statically determined
and can be any integer, the graph is called a synchronous dataflow graph (SDF)
[Lee and Messerschmitt 1987], and is widely adopted in numerous DSP design
environments.

However, the SDF model has a couple of serious limitations in representing
multimedia applications: First, the SDF model cannot express data-dependent
node executions, such as “if-then-else” and “for” constructs, that are needed for
recent multimedia applications such as the H.264 decoder. Second, the efficiency
of synthesized code is noticeably worse than hand-optimized code in terms of
memory requirements.

We make two extensions to the SDF model to overcome these limitations.
The first is to use shared memory and pointers to access the data samples of
the large-size data structure, such as video frames, without any side-effects.
We call this extension a fractional rate data flow (FRDF) in which a fractional
number of samples can be produced or consumed [Oh and Ha 2002]. Figure 3(a)
shows an SDF subgraph of an H.263 encoder algorithm. The ME block receives
the current and previous frames to compute the motion vectors and pixel dif-
ferences, and the D block breaks down the input frame into 99 macroblocks
to be encoded in the next EN block. Since the ME block regards a 144 × 176
video frame as the unit data sample, while the EN block considers a 16 × 16
macroblock, the D block is inserted for explicit data type conversion. The syn-
thesized code from the program graph of Figure 3(a) has a similar code size
to the hand-optimized code, since the function bodies of library blocks are as-
sumed to be maximally optimized. However, its data memory requirement is
much larger than the hand-optimized code due to the buffer requirements on
arcs a and b, both of 144 × 176 frame size. The FRDF enables implicit type
conversion from the video frame type to the macroblock type at the input arc
of the ME block (see Figure 3(b)). The fraction rate 1/99 indicates that the
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Fig. 3. A subgraph of an H.263 encoder example: (a) SDF; and (b) FRDF representation.

Fig. 4. (a) An SPDF subgraph that has an if-then-else construct; (b) a static schedule of the graph;

and (c) the generated code template.

macroblock is 1/99 of the video frame in size. An FRDF graph can be synthe-
sized into efficient codes with shorter latency and less buffer memory than an
integer rate dataflow graph. The buffer requirement from the FRDF is even
smaller than the reference code.

Second, we allow a node to be conditionally executed at runtime by defining
a condition flag to the node. At compile time, however, all nodes are regarded as
static, meaning that the sample rates are known and fixed. The condition flag
can be set from outside the node with no risk of side-effects. When to renew the
flag is determined after the compile-time schedule is fixed. Park et al. [2002]
proposed this extension, called synchronous piggybacked data flow (SPDF),
by which we can successfully express data-dependent node executions in the
context of a static data flow model.

Figure 4 shows a simple SDPF subgraph that expresses data-dependent be-
havior. The SPDF model has a special block, called the piggyback (PB) block.
It is a sole writer to a global variable that can be read by multiple downstream
blocks. These downstream blocks can make data-dependent execution decisions
based on the global variable. In the figure, the piggyback block reads the con-
trol variable from node C and puts the condition value x into a global structure,
or the global state table (GST). The “if” and “else” bodies are conditionally
executed by referring to the condition variable in the GST. Figure 4(c) shows
the generated code structure according to the static scheduling result of Fig-
ure 4(b). If the static schedule is changed to (2A)(2C)(2PB)2(T)2(F)2(MUX), the
generated code will create an array of x[2] to store two instances of the global
condition variable without side-effects.
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Fig. 5. Control interactions between SDF and FSM by a VOD (divx) mode.

4.2 Extended FSM Model and Interaction with SPDF Model

We devise an extended FSM model, called flexible FSM (fFSM), to express the
state transition behavior of a control task. The proposed fFSM model supports
concurrency, hierarchy, and internal event mechanisms similarly as Harel’s
statechart [Kim and Ha 2005]. Unlike statechart [Harel 1987], however, we
forbid interhierarchy transition to make our model more modular and composi-
tional. To define the interactions between dataflow and FSM models, we classify
the interaction patterns into two categories: synchronous and asynchronous
interaction. When we say “synchronous interaction,” when to send and when
to receive data samples are clearly defined. By contrast, in an asynchronous
interaction, the sender does not know when the data is received. If there is
an arc between the FSM task (control task) and the SDF task (DSP task),
then two tasks are synchronized (not in terms of timing, but in the ordering of
node executions) at that arc. In a synchronous interaction, a control task and
a DSP task communicate with each other by exchanging data samples which
are explicitly specified by a directed arc between two tasks in the top-level task
model.

Using asynchronous interactions, a control block plays the role of a super-
visory module to manage the execution states of DSP tasks. We define three
states of a dataflow task according to its current activity: run, suspend, and
stop. Another instance of asynchronous interaction occurs when the control
block wants to change a parameter of a dataflow node asynchronously. Figure 5
shows an example FSM, both hierarchical and concurrent, to control the VOD
(divx) mode, which accepts four inputs from the user control task. The figure
also describes the specification of the divx mode.
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Fig. 6. Task wrapper.

Similar to the statechart, we specify an asynchronous interaction by using
action scripts in a state. These action scripts are executed only when the state is
first entered by state transition. Bold circles in the figure represent the default
state of the FSM.

4.3 Task Model for Task-Level Specification

Tasks in the MMMT system have diverse activation conditions and port se-
mantics that should be clearly defined in the task-level specification model at
the top level. For this purpose, a novel task-level specification model, or task
model for short, is devised. In the proposed task model, synchronization and
communication between tasks are performed only at ports that serve as mes-
sage boundaries. Each task accesses shared resources explicitly through ports,
and internal states are not directly accessible outside the task. While this task
model is somewhat restricted compared with the general task model assumed in
an operating system, it is free from the priority inversion problem and race con-
dition. Hence, task scheduling and synchronization between tasks are greatly
simplified. Note that data flow and FSM models satisfy these restrictions.

We support three types of tasks, depending on the triggering condition: pe-
riodic tasks triggered by time, sporadic tasks triggered by the external IO, and
function tasks triggered by data. And we also define various port semantics by
combining the port type, data size, and data rate.

Note that the internal behavior of a task is represented as a dataflow model
or FSM model. On the other hand, the task itself has diverse execution seman-
tics, so we provide a mechanism to connect the internal SDF and FSM models to
the outer task-model. A task wrapper is created at the boundary of a hierarchi-
cal block (or task block) that translates the external to the internal execution
semantics.

It also contains a semantic translator for each port of the internal model. For
example, if a dataflow task is defined as periodic with a static-size, static-rate
buffer port, the arrival of input data does not trigger the dataflow task while
the newly arrived data is stored in the port buffer. Instead, the current values
stored in the input port buffers are delivered to the inside at a periodic wake-up.

Depending on the design step (simulation or implementation), we synthesize
different versions of software code from the same task model, while the inside of
a dataflow or control task remains unchanged. Such reconfiguration is achieved
by a layered software structure, as shown in Figure 7.

The task structure as shown in Figure 7(b) is automatically generated from
the task wrapper for each task. This is a general task code structure that can be
tailored to different software implementations. Task types and port properties

ACM Transactions on Design Automation of Electronic Systems, Vol. 12, No. 3, Article 24, Publication date: August 2007.



PeaCE: A HW/SW Codesign Environment for Multimedia Embedded Systems • 13

Fig. 7. (a) Layered software structure; (b) task structure and virtual OS APIs.

Fig. 8. Software structure of the OS wrapper.

from the task model are defined in the structure. A main task code is divided into
four methods to support dynamic reconfiguration: preinit() is called once when
the system starts; init() initializes internal variables when a task is initialized;
go() contains the main task body; and wrapup() is called when the system ends.
In the generated code of each task, virtual OS APIs are used to access ports.
The virtual OS APIs are implemented by the OS wrapper according to the port
semantics and task scheduling policy.

While the OS wrapper can be implemented by diverse methods, the current
implementation uses a pthread library, especially with RT-POSIX APIs for ac-
curate timing services. Figure 8 shows a simplified implementation of the OS
wrapper. Each task is created as a separated thread by the OS wrapper. The
scheduling control task receives control signals from the FSM task and deter-
mines the status of the tasks. Scheduling action is performed by the scheduler
task that emulates the scheduling policy in the target operating system. Note
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Fig. 9. Design-space exploration loop in PeaCE.

that division of the scheduling control task and scheduler task is not obligatory
in OS wrapper implementation.

5. DESIGN-SPACE EXPLORATION

Figure 9 displays the two-step design-space exploration (DSE) loop starting
from the initial specification explained in the previous section.

The DSE loop is applied only to dataflow tasks that are computation inten-
sive, whereas we manually determine the processing element to execute control
tasks. By default, the control tasks are mapped to and synthesized for the main
control processor of the system. From the functional specification of system
behavior, block performance database, and an initial architecture, the cosyn-
thesis loop (as the first inner loop of proposed design exploration framework) is
iterated. The cosynthesis loop solves three subproblems of cosynthesis: select-
ing appropriate processing elements, mapping function blocks to the selected
processing elements, and evaluating the estimated performance or examining
schedulability to check whether the given time constraints are met. In this step
we use a very abstract notion of communication overhead by computing it as
the product of a fixed cost and the number of data samples. This is because the
communication architecture has not been determined yet.

After component selection and deciding the mapping, we synthesize the code
for each processing component, and perform a HW-SW cosimulation at the in-
struction level to obtain the memory trace information from all processing com-
ponents. Based on the memory trace information and schedule information on
the execution order of blocks in each processing element, we perform a commu-
nication DSE loop: We first select the candidate communication architectures
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Fig. 10. PeaCE cosynthesis framework.

and then evaluate them using a static queueing analysis and a trace-driven
simulation.

The proposed scheme has a global DSE loop that updates the communication
costs used in the cosynthesis loop with those obtained after the communication
architecture is determined from the communication DSE loop. The key benefits
of separating the cosynthesis problem and communication DSE problem are
significantly lower time complexity and extensibility [Keutzer et al. 2000].

5.1 Cosynthesis Framework

Figure 10 illustrates the cosynthesis framework, proposed by Oho and Ha
[2002b], whose inputs are a library of candidate processing elements (PEs),
a module-PE profile table, and input task graphs.

The iteration starts with the PE allocation controller that selects a set of
processing elements from the input candidate processing elements. Design ob-
jectives are considered when we select appropriate processing elements. If the
design objective is to minimize cost, we first select the least expensive processor.

The role of the next step is to schedule the acyclic graph of each task to the se-
lected processing elements in order to minimize schedule length. Since this is a
typical problem in heterogeneous multiprocessor (HMP) scheduling, we use any
scheduler in this step. We apply this step for each task graph separately. This
technique assumes that a task uses all hardware resources (once scheduled).
Therefore, the HMP scheduler tries to minimize the execution time of a task
graph by using the fastest processing element as much as possible. As a result,
the fastest processor tends to be heavily loaded after all task graphs are sched-
uled. An interesting observation is that the scheduler may not consume all the
selected processing elements, since we consider the communication overhead.
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In the case where multiple tasks may run concurrently, however, it would be
better to distribute the processing loads evenly to all processors while satisfy-
ing the performance constraints of each task. Recently, we devised the “map-
ping avoidance technique” for that purpose [Lee and Ha 2005], where the ex-
pected performance of a block on a processor varies depending on the load of
the processor.

The next step is a performance evaluation that checks whether the design
constraints are satisfied by schedulability analysis. If all constraints are sat-
isfied, it exits the iteration and records the scheduling results. If any design
constraint is violated, it delivers the scheduling results and violation informa-
tion to the PE allocation controller to select other processing elements.

Depending on the operating policy, we apply different methods of schedu-
lability analysis. In the case where a single task monopolizes all hardware
resources, a traditional utilization-based schedulability analysis suffices. But
when multiple tasks run concurrently, we use a schedule-based analysis method
assuming a timed-multiplexing model of operation (refer to Lee and Ha [2005]
for detailed discussion).

5.2 Memory Trace Generation

After mapping is completed, partitioned subgraphs are constructed for each
processing element. At the partitioned boundary, we attach a pair of send-
receive blocks to describe the interface between processing elements. We should
have appropriate send and receive blocks in the block library for all candidate
target platforms.

When synthesizing a hardware module from a partitioned subgraph, the
dataflow semantics should be preserved in the generated code so that the re-
sulting hardware has functional behavior identical to that intended by the
original graph. Also, the hardware interface logic should be synthesized to sup-
port asynchronous interaction with outside modules. Therefore, PeaCE syn-
thesizes HW glue logics and a novel central controller, in addition to the RTL
codes for the function blocks [Jung et al. 2002]. When an hardware IP is used,
the interface logic is designed following the interface protocol of the hardware
IP.

After codes are generated, we obtain the memory trace from each processing
element through HW-SW cosimulation. The memory trace is used for design-
space exploration of the communication architecture.

5.3 Communication Architecture Exploration

From the given communication requirements from all processing elements, the
design space of communication architectures is explored to determine the opti-
mal by considering the tradeoffs between performance, power, cost, and other
design objectives. In the current implementation, we restrict the network archi-
tecture to bus. The design space we explore, however, is still very wide, since it is
formed by multiple axes such as the number of buses, bus topology (including
bus bridges, component allocation, bus arbitration scheme, clock frequency),
and so on.

ACM Transactions on Design Automation of Electronic Systems, Vol. 12, No. 3, Article 24, Publication date: August 2007.



PeaCE: A HW/SW Codesign Environment for Multimedia Embedded Systems • 17

Fig. 11. Communication architecture exploration framework.

The proposed exploration technique [Kim and Ha 2006], whose overall struc-
ture is shown in Figure 11, starts the exploration process with this single-bus
architecture that initially becomes the only element in the “set of architecture
candidates”. A set of memory traces is one of the inputs to the proposed explo-
ration procedure, which includes both local and shared memory accesses from
all processing elements. Memory traces are classified into three categories: code
memory, data memory, and shared memory. Code and data memories are asso-
ciated with local memory accesses, and shared memory with intercomponent
communication. For the processor that uses a cache memory, the traces associ-
ated with code and data memories come from cache misses.

We traverse the design space in an iterative fashion, as shown in Figure 11.
The body of the iteration loop consists of three main steps. The purpose of the
first step is to quickly explore the design subspace of architecture candidates
to build a reduced set of design points to be carefully examined in the next
step. With a given set of architecture candidates, we visit all design points by
varying the priority assignment of processing elements on each bus, as well
as varying other bus operation conditions. We collect the design points with
a performance difference of less than 10% compared with the best because
the proposed static estimation method has less than a 10% error bound. The
proposed estimation method [Kim et al. 2005] is based on the queuing model
of the system where processing elements are regarded as customers and a bus,
with its associated memory, as a single server. The service request rate from
each processing element is extracted from the memory traces as a function of
execution time. Since our method considers the bus contention effect, it gives
reasonably accurate estimation results that are used as the first-cut pruning
of the design space.
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The second step applies trace-driven simulation to the design points selected
from the first step. It accurately evaluates the design points’ performance in
the reduced space and determines the best. If the performance of the best
design point from the previous iteration is not improved we exit the explo-
ration loop. Otherwise, we go to the third step and repeat another round of
iteration.

The third step generates the next set of architecture candidates: From the
architecture of the best design point, we explore the design space incrementally
by selecting a processing element and allocating it to a different or new bus.

As the iteration runs, we record the best performance numbers as a function
of the number of buses to obtain the pareto-optimal design points. If the number
of buses increases, the performance tends to increase. We exit the iteration when
no performance increase is obtained from the previous iteration. The proposed
technique does not explore the entire design space, but is a greedy heuristic to
prune the design space aggressively, since we select only the best architecture
at the end of iteration. If we select multiple ones, we may explore a wider set
of design points with a longer execution time.

6. HARDWARE-SOFTWARE COSIMULATION

After the design-space exploration loop is exited, we have to verify the design de-
cisions before building an actual prototyping system. In this step, time-accurate
cosimulation is essential to confirm that the design satisfies all the design con-
straints, including timing constraints. Seamless CVE (from Mentor Graphics)
is an example of a tool that can be used in this step. The existent CAD tools for
RTL cosimulation usually provide architecture modeling capability only and
leave the tasks of algorithm mapping on target architecture and generating
a simulation model from the partitioned algorithm to the designer. To lessen
the designer’s burden from these time-consuming and error-prone tasks, we
automatically generate an RTL cosimulation model from the algorithm spec-
ification after the partitioning decision is made. This includes cosimulation
top-model generation, synchronization logic generation, as well as HW-SW in-
terface synthesis. The generated simulation model is plugged into a commercial
RTL cosimulation tool such as Seamless CVE. In this regard, PeaCE is consid-
ered reconfigurable in the sense that the designer may choose third-party tools
at will.

The RTL cosimulation speed is prohibitively low in a design loop, since
event-driven simulation of multiple component simulators suffers from heavy
synchronization overhead. There are two ways to increase the simulation
speed. One is to raise the abstraction level of the simulation model by using a
transaction-evel-model (TLM). PeaCE can also generate a TLM cosimulation
model from a system specification if the hardware components in an architec-
ture specification have their TLM definitions in the library.

Another way to reduce simulation speed is to reduce the frequency of inter-
simulator communications. We have devised a novel technique, called virtual
synchronization, [Kim et al. 2002; Yi et al. 2003], where the local clocks of
the component simulators need not be synchronized with the global clock of
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Fig. 12. Trace-driven cosimulation based on our virtual synchronization technique.

the codesign backplane, but still managing the correct time stamps of the ex-
changed event samples.

For detailed explanation, please refer to Kim et al. [2002] and Yi et al. [2003].
The local simulators generate the traces with relative timing information be-
tween the trace data. The backplane arranges the data traces from all compo-
nent simulators, thus the backplane manages the correct time stamps.

The proposed HW-SW cosimulation consists of two parts (see Figure 12). In
the first part, the simulation engine executes tasks on component simulators,
captures execution traces, and provides them to the task representatives of the
second part of the cosimulator. The trace-driven simulator models the behavior
of the operating system and communication architecture. If the trace-driven
simulator consumes all input traces or cannot determine the next trace to eval-
uate, it requests new execution traces from the simulation engine of the first
part and waits until they arrive.

Through the virtual synchronization technique, we obtain a two orders of
magnitude speedup of the time-accurate cosimulation.

7. EXPERIMENTAL RESULTS

7.1 Functional Simulation of MMMT Example

Figure 13 shows the system-level specification of an MMMT example in the
PeaCE environment. The lower left schematic of Figure 13 shows the top view of
the MMMT system with three operational modes (i.e., videophone, MP3 player,
and VOD player). Each mode has hierarchical structures and consists of mul-
tiple tasks. We automatically synthesized the MMMT terminal in a C code
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Fig. 13. MMMT specification in the PeaCE codesign environment.

and downloaded it into a PC and a Compaq iPAQ. The user-interface task cre-
ates a control widget using the Qt window manager on Linux. We obtained
frame rates of 1 for the PDA and 10 for the PC implementation. This ex-
periment confirms the viability of the proposed specification method, both for
complex system modeling and for automatic software synthesis for behavioral
simulation.

We also implement a performance profiler during simulation. Because the
task scheduler executes each task sequentially, we can measure the execution
time and counts of a task. Furthermore, we augment checkpoint functions at
the block boundaries of the dataflow model so that the block execution time and
iteration count can also be profiled. Figure 14 is a performance profile result
for the videophone mode, which shows execution times and iteration counts of
tasks and blocks in the decreasing order, whose portion is higher than 3%. From
this information, we can find the performance bottleneck in the implemented
code.

7.2 Real-Time Software Synthesis of DIVX Example

In this section, we show the performance result of the automatically gener-
ated software from a real-time implementation of the divx player subsystem of
the MMMT example. We compare two platforms: the Linux kernel 2.6.7 and
eCOS 1.3.1. Linux is run on a Pentium processor and eCOS is transplanted on
ADS1.2 as an ARMulator-simulating ARM922T processor.

First, we measure the code-size overhead of the OS wrapper implementa-
tion, as shown in Table I. On the Linux platform, we measured the binary
image size of the OS wrapper implementation and that of the total applica-
tion. The OS wrapper implementation takes about 27KB. Since most of this
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Fig. 14. Profile result of videophone on a PC Linux.

Table I. Code-Size Overhead of OS Wrapper Implementation

Linux eCOS

Real-time code Simulation code With POSIX Without POSIX

OSWrapper/Total(KB) 27/170 25/165 23/217 22/209

overhead is independent of the number of tasks, the overhead gets less signif-
icant as the application size grows. Furthermore, the overheads, for real-time
code and simulation code are comparable in size. On the eCOS platform, the
total application includes the OS wrapper and POSIX support library, as well
as the eCOS image. The overhead of the OS wrapper implementation is similar
to that of Linux in size. Since we do not need the POSIX library for simulation,
the last column in the table (i.e., Without POSIX) corresponds to the simulation
code.

Next, we compare the real-time performance of the generated code by jitter
measurements in two different platforms under the same timing properties,
such as the period and frequency of task execution. Jitter is measured by the
time difference between the scheduled and actual time when the task wakes up.
Interrupt dispatch latency affects jitter. As can be seen in Table II, the jitter in
the eCOS platform is much smaller than that in the Linux. This is because the
eCOS platform has a small and deterministic interrupt dispatch latency. In
the table, T[0] represents the AviParser task, and T[1] the MP3 decoder task.
The H263Decoder task is not represented in Table II because it is implemented
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Table II. Comparison of Jitter in Linux and eCOS

Linux eCOS

Task T[0] T[1] T[0] T[1]

Period 120 100 120 100

Max Jitter 1.932 3.362 0.356 0.424

Avg Jitter 1.434 1.453 0.123 0.090

as a functional task that can be executed immediately after receiving the data
samples from the AviParser task.

7.3 Cosynthesis of Four-Channel DVR Example

This experiment is to show the cosynthesis procedure performed in the PeaCE
environment with a real example, the DVR (digital video recorder) system with
four channels. We compare two cosynthesis techniques: the original HMP tech-
nique that is designed for single-task applications, and the mapping avoidance
technique designed for multitask applications. The DVR is comprised of four
channels. Each channel is made of an H.263 encoder task and has its own real-
time deadline and period constraints. TMN2.0 is used as the reference code for
H.263 encoder specification.

As candidate processing elements, we used different versions of ARM for
programmable processors and an FPGA for the hardware processing element.
We used the 133Mhz ARM720T, 266Mhz ARM920T, 926ej-s, and 399Mhz
ARM1020T with an L1 cache only. The FPGA as a hardware IP core may be
used to execute the ME (motion estimation), MC (motion compensation), DCT,
IDCT, and VLC blocks.

Before entering into the cosynthesis framework, we estimated the execu-
tion time of the blocks on each ARM processor using the ADS (Arm develop-
ment suite) 1.2 on Xeon 2.8GHz dual CPUs for the processor simulator, and
the “armcc” compiler included in ADS 1.2 with -02 option for the compilation.
We assumed that the execution time of the hardware IP is about ten times
faster than its software block. The cost of processing elements is assumed pro-
portional to the performance. Since ARM1020T is four times faster than the
slowest processor, namely, ARM720T, it is assumed four times more expensive.
In this experiment, we used FOREMAN.QCIF as the input file.

Experimental results on schedule length and partitioning results are shown
in Table III. As shown in the table, a tighter deadline requires costly re-
sources for both approaches. We used A7, A9, A9e, and A10 as abbreviations
for ARM720T, ARM920T, ARM926ej-s, and ARM1020T, respectively. The subse-
quent number in parentheses indicates the number of used processors to meet
the given timing constraint.

The original HMP approach (column “Previous” in Table III) needs more
expensive processing elements earlier than the mapping avoidance technique
(“Proposed” in Table III), as the deadline is tightened starting from 100 million
cycles (about 1.3 frame/sec encoding rate per channel) down to 19 million cycles
(about 7.4 frame/sec per channel). Moreover, in the HMP approach it is prefer-
able to use smaller number of faster, but expensive, processors as opposed to a
larger number of slower but inexpensive ones.
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Table III. The Partitioning Result of 4-Channel DVR

The table also shows that the original HMP approach converges rapidly to
the minimum deadline. The minimal schedule length from the HMP approach is
18,499,120 cycles that represent 7.4 frame/sec per single channel on a 133Mhz
bus ((1.8*107)*(7.5*10−9) = 7.4 sec/frame). This also implies that it is not feasible
to use a single OS policy if we want a higher encoding rate than 7.4 frame/sec.
Thus, the table illustrates the design space formed by the processing elements
and operating policies according to real-time constraints. If we use concurrent
execution of 4 encoding tasks with a TM execution policy, we may obtain a
maximum encoding rate of 16.9 frame/sec per single channel, which means
2.3 times higher performance.

8. CONCLUSION

The PeaCE codesign environment has been developed as a research prototype
system with an object-oriented and open-source design. It is built on top of the
Ptolemy classic environment that supports hierarchical integration of hetero-
geneous models of computation [Buck et al. 1994]. PeaCE is a reconfigurable
codesign environment into which third-party design tools can be easily inte-
grated: Some RTL and TLM cosimulation tools, as well as HW-SW partitioning
algorithms have been integrated into the environment. Therefore, the PeaCE
environment can be used as a research platform to promote collaboration of
system-level design research.

PeaCE provides seamless codesign workflow from system specification to sys-
tem synthesis, utilizing the features of the formal models maximally during the
whole design process. The viability of the proposed technique is demonstrated
by a challenging industry-strength example, the multimode multimedia ter-
minal (MMMT) application. We can specify the MMMT application using the
proposed specification model, perform functional simulation, explore the de-
sign space to find an optimal architecture, cosynthesize, and cosimulate the
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system in the PeaCE environment just by clicking the design tabs in the user
interface. To the best of our knowledge, PeaCE is the first codesign environment
that can design a multimode, multitasking embedded system starting from a
system-level specification.

Since the current design space PeaCE explores is a bus-based architecture,
future research is needed to explore the wider design space, including NoC.
Since PeaCE generates C codes automatically from system-level specifications,
it is also used as a CASE tool for embedded software generation targeting mul-
tiprocessor systems-on-chip (MPSoCs).
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